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1 Introduction

The RNA secondary structure prediction problem (2˚RNA) is a critical
one in molecular biology. Secondary structure can be determined directly by
x-ray diffraction, but this is difficult, slow, and expensive. Moreover, it is
currently impossible to crystallize most RNAs. Mathematical models for pre-
diction have therefore been developed and these have led to serial (and some
parallel) computer algorithms, but these too are expensive in terms of com-
putation time. The general solution has asymptotic running time exponential
in N (i.e., proportional to 2N), where N is the length of the RNA sequence.
Serial approximation algorithms which employ heuristics and make strong
assumptions are significantly faster, on the order of N3 or N4, but their pre-
dictive success rates are low — often less than 40 percent — and even these
algorithms can run for days when processing very long (thousands of bases)
RNA sequences. Neural network algorithms that perform a multiple con-
straint satisfaction search using a massively parallel network of simple pro-
cessors may provide accurate and very fast solutions.

This paper describes research into neural network algorithms for the pre-



diction of RNA secondary structure from knowledge of the primary struc-
ture. Some background on both the computer science and molecular biology
aspects of the problem is provided, new methods are proposed, and the re-
sults of some simple, preliminary experiments are described [Steeg, 1989].

There are several goals motivating research into this area: 

1. A fast and accurate algorithm for predicting RNA secondary structure is
sought. It is hoped that an approach that formalizes the problem explicitly
as an optimization problem and that incorporates a fine-grained paral-
lelism and the machine learning ability of neural networks will lead to a
good algorithm.

2. It is an interesting test of the ability of a neural net (and in particular the
MFT neural net) to learn some of the key parameters of a natural struc-
ture-to-structure mapping, in this case RNA primary structure to sec-
ondary structure. Fast learning and good generalization are among the im-
portant goals in the learning experiments.

3. Finally, the work described may be thought of as an early testing ground
for neural network and other parallel distributed processing (PDP) meth-
ods in molecular structure prediction — the 2˚RNAproblem is related to
the more difficult problems of the prediction of protein secondary and ter-
tiary structure.

1.2 Organization of the Chapter

In Section 2, the RNA secondary structure prediction problem is intro-
duced, and the necessary mathematical definitions and physical and chemical
terms are explained.

Section 3 defines the problem more formally in terms of a general class of
search problems. The most commonly used search algorithms are discussed,
and then a few of the most successful or important serial RNA secondary
structure prediction algorithms are described in this context. This provides a
brief historical summary of previous work within a unified formal frame-
work.

Our methods are described in Section 4. We discuss neural networks and
the particular class of Hopfield nets, Boltzmann Machines, and Mean Field
Theory (MFT) networks used in our research. We then define the mapping of
the 2˚RNAproblem onto the network, and explain the biochemical and physi-
cal assumptions implicit in our approach in terms of a simple graph theory
problem. Finally, reference is made to some previous work in protein struc-
ture prediction with neural networks in order to illustrate the issue of repre-
sentation of constraints.

Section 5 describes the results of the experiments. There is an analysis of
the basic models employed in terms of speed of convergence, speed of learn-
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ing, generalization abilities, accuracy of structure prediction, stability of so-
lutions, and hardware/memory complexity.

Conclusions about the theory and experiments are offered in Section 6,
along with some proposals for future work.

2. Secondary Structure of RNA: Its Importance and 
Methods of Determination

A molecule of RNA consists of a long chain of subunits, called ribonu-
cleotides. Each ribonucleotide contains one of four possible bases: adenine,
guanine, cytosine, or uracil (abbreviated as A,G,C,U respectively). It is this
sequence of bases, known as the primary structure of the RNA, that distin-
guishes one RNA from another.

Under normal physiological conditions, a ribonucleotide chain can bend
back upon itself, and the bases can hydrogen-bond with one another, such
that the molecule forms a coiled and looped structure. The pattern of hydro-
gen bonding is generally called the secondary structure, while the conforma-
tion of the molecule in 3-dimensional space is called the tertiary structure.
The base-to-base interactions that form the RNA secondary structure are pri-
marily of two kinds — hydrogen bonding between G and C and hydrogen
bonding between A and U, as was first described by Watson and Crick in
[1953]. (See Figure 1.) In fact, there is evidence of non-Watson-Crick base-
pairing in such nucleic acids as the tRNAs, but these are considered to derive
from the tertiary structure produced by large regions of secondary structure
containing Watson-Crick basepairing. For the sake of simplicity, such base-
pairing is mostly ignored in this paper.

Genetic information, the set of instructions that directs cell maintenance,
growth, differentiation, and proliferation, is encoded in DNA molecules.
RNA serves two biological purposes: It is the means by which information
flows from DNA into the production of proteins, the catalysts and building
blocks of cells; it also acts as a structural component of ribosomes and other
complexes. It is the secondary structure, and the resulting tertiary structure,
that determine how the RNA will interact and react with other cell compo-
nents.

Work on the determination of RNA secondary structure has been carried
out for decades by a number of research groups. The classical approach is di-
rect observation of a molecule’s secondary structure using X-ray crystallog-
raphy. More indirect methods involve specific cleavage of the RNA by en-
zymes called ribonucleases. Much research has gone into the promising
approach of computational prediction of secondary structure from knowl-
edge of primary structure. The general method has been to search for
configurations of maximum base-pairing or of minimum free energy.

There are two basic problems encountered in the prediction approach.
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First is the need for accurate measures of the free energies of the various pos-
sible substructural components — of individual basepairs as well as stems,
loops, and bulges. Second, the space of possible secondary structures for a
given sequence is extremely large; a systematic search through all possible
configurations for a minimum-energy structure can be prohibitively slow
even on fast computers.

2.1 Structure and Free Energy—A Mathematical Model

We represent1 an RNA molecule as a sequence S of symbols : s1 s2 . . . sn,
where si is one of G,C,A, or U. A subsequence of S may be called a “se-
quence” where no confusion will occur. A sequence or subsequence may also
be called a “string”.

Given a sequence S, we represent the secondary structure of S by the
upper right triangular submatrix of an n-by-n matrix A. Aij is 1 if paired(i, j),
i.e., (for i < j), if the bases at positions i and j in the sequence are paired, and
is 0 otherwise. (See Figure 3.) The secondary structure may then also be rep-
resented by a list P of pairs, where (i, j) is in P if and only if paired(i, j). A
pairing itself will sometimes be referred to as i • j.
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Figure 1:  The figure is a 2-d representation of a tRNA molecule.  The dots between
bases (letters) represent basepairing. The numbers represent the numbering of bases
in the sequence. (After [Sankoff et al. 1983]).   



The subsequence from si to sj is written [i, j ]. A subsequence is proper
with respect to a secondary structure P if, for every paired element in the
subsequence, its partner is also in the subsequence. If i • j is a pair and i < r <
j then we say i • j surrounds r. Likewise i • j surrounds r• s if it surrounds
both r and s. (The rule against knots dictates that given r • s, if i • j surrounds
either r or s, then it surrounds both.) Subsequence [i,j ] is closed with respect
to a structure P if ( i, j) in P. A pair p • qor an element r in proper string [i,j ]
is accessiblein [i,j ] if it is not surrounded by any pair in [i,j ] except possibly
i • j. It is accessible from i • j if i and j are paired. A cyclec is a set consisting
of a closing pair i • jand all pairs p • qand unpaired elements r accessible to
it.

We can distinguish two kinds of constraints on the forming of an RNA
secondary structure: hard and soft constraints (constraintsand costsare the
terms often used in optimization work). Hard constraints dictate that certain
kinds of pairings cannot occur at all; soft constraints are those imposed by
thermodynamics upon the classes of possible structures. Hard constraints de-
termine which structures are “legal”; soft constraints determine which struc-
tures are optimal.. The hard constraints are: 

1. (Watson-Crick pairing): If P contains (i, j) then si and sj are either G and
C, or C and G, or A and U, or U and A. (This may be easily extended to
include the relatively rare GU pairings.) 

2. There is no overlap of pairs. If P contains (i, j), then it cannot contain (i, k)
if k ≠ j or (k, j) if k ≠ i. 

3. For all i, (i, i) cannot be in P.

4. Knots are not allowed: If h < i < j < k , then P cannot contain both (h, j)
and (i, k). 

5. No sharp loops are allowed: If P contains (i, j), then i and j are at least 4
bases apart.

The soft constraint on possible secondary structures P for S is simple: S
will assume the secondary structure P that has minimum free energy.

A secondary structure P for S can be described in a natural and unique
way as composed of substructures of four kinds: loops, bulges, stacked pairs
(a stack of pairs is called a stem), and external single-stranded regions. The
cyclesof P are its loops, bulges, and stacked pairs. It is useful here to provide
some definitions of cycles. 

1. If P contains i • j, (i + 1) • (j – 1), … (i + h) • (j – h), each of these pairs
(except the last) is said to stackon the following pair. Two or more such
consecutive pairs is called a stacked pairscycle. 

2. If P contains i • j but none of the surrounded elements i + 1 … j – 1 are
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paired, then the cycle is a hairpin loop. (Many molecular biologists use
“hairpin” to refer to a stem with a loop of size 0 or 1 at the end, i.e., a stem
with virtually no loop. These structures are not allowed within our model,
and it is not certain that such structures occur in vivo [Altona et al.,
1988].)

3. If i + 1 < p < q < j -1 and P contains i • j and p • q, but the elements be-
tween i and p are unpaired and the elements between q and j are unpaired,
then the two unpaired regions constitute an interior loop. 

4. If P contains i • j and i • j surrounds two or more pairs p • q,r • s,… which
do not surround each other, then a multiple loopis formed. 

5. If P contains i • j and (i + 1) • q, and there are some unpaired elements be-
tween q and j, (or, symmetrically, if P contains i • j and p • (j – 1) and
there are unpaired elements between i and p), then these unpaired elements
form a bulge. 

6. Let r be a sequence of elements in the sequence. If r is unpaired and there
is no pair in P surrounding r, then we say r is in a single-stranded region. 

In addition to these widely-accepted definitions of common substructure
types, there is the interesting phenomenon of pseudo-knots[Waterman and
Smith, 1978; Pleij, 1989]. Our current model makes no provision for the pre-
diction of such anomalous structures.
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The classical (Tinoco-Uhlenbeck) approach to specifying the free energy
E(P) of a secondary structure rests on the hypothesis that the free energy is a
sum of the free energy values of P’s cycles. 

E(P) = Σi E(ci)

Even if we accept as a working assumption the equation given above, we are
left with the task of specifying free energy values for the primitive substruc-
tures. For this we must turn to empirical biochemistry.

2.2 The Tinoco-Uhlenbeck Theory

Much progress has been made on the problem of assigning free energy
values to substructures. Although considerable theoretical work has been
done, the most useful free energy data have been extrapolated from experi-
ments on particular kinds of RNA. Much of the most important work has
been carried out by Tinoco and Uhlenbeck [Tinoco, Uhlenbeck and Levine,
1971; Tinoco et al., 1973].

A reasonable first attempt at solving the 2˚RNAproblem would probably
incorporate a detailed physical model of molecular structure. A mathemati-
cian might define a ball and stick model (balls for nucleotides, sticks for
bonds) of an RNA molecule of length N, with 2N – 4 variable angles and (N
– 1)(N – 2)/2 potential energy functions for all pairwise hydrogen bond inter-
actions. But the number of possible conformations is then an exponential
function of the degrees of freedom. Such a model would prove computation-
ally intractable for even the smallest RNA molecules.

Fortunately, Tinoco and others have simplified the problem, arguing that
only the existence or nonexistence of particular hydrogen bonds matters;
they have also provided empirical evidence that this simpler model has pre-
dictive power. Methods for relating free energy values to the size, shape, and
base composition of secondary substructures, sometimes known as the
“Tinoco Rules”, can be viewed as a means of abstracting away from much of
the complex thermodynamics of hydrogen bonding, Van der Waals forces,
rotation of covalent bonds, and steric hindrance.

The Tinoco free energy data may be found in [Tinoco, Uhlenbeck and
Levine, 1971; Tinoco et al., 1973]. Summarized below are the most impor-
tant general ideas. It is important to qualify these ideas by noting that the
E(c) free energy estimates for cycles are only estimates. The values cannot
be determined with great accuracy, but they serve as useful, if sometimes
crude, approximations of physical reality.

The most stable secondary structures, those having the lowest free energy,
are long chains of stacked pairs. That is, a stem is the only kind of cycle
which contributes negative free energy to the structure. The particular free
energy value for a given stacked pair depends upon the two bases that are
bonding, as well as a local context, i.e., the base composition of the closest
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stacked pairs to its upper right and/or lower left in the matrix. Loops and
bulges raise the free energy roughly in proportion to their size, that is, the
number of elements that are left unpaired between the two elements that are
paired. Beyond a certain size, loop and bulge energies seem to grow propor-
tionally to the log of the unpaired length. Thus, a certain minimum number
of stacked pairs is required to support a loop or bulge interior to the stacked
pairs.

2.2.1 On The Minimal Free Energy Assumption. Molecular biologists
commonly accept as an axiom that a full-length RNA molecule exists in its
lowest energy thermodynamic state. After transcription, the molecule
“breathes” in solution; that is, weak, non-covalent molecular interactions
(Van der Waals forces, hydrogen bonds, etc.) form, break, and reform. Final-
ly, the molecule settles into its lowest energy state — the secondary structure
which the neural net algorithms described herein attempt to predict.

There are certain exceptions and caveats to the above axiom. The sequen-
tial generation, during transcription, of an RNA molecule can trap it in a
local optimum. An example of this is attenuation, a regulatory mechanism
for some bacterial operons (summarized in [Stryer, 1981]). In other cases, an
RNA molecule will be forced into a particular configuration by its interaction
with other molecules, usually proteins. However, the minimum free energy
configuration provides a baseline with which the in vivo molecule can be
compared. Moreover, the techniques described herein are able to accommo-
date such phenomena; particular substructures can be “clamped” while the
rest of the representation of a molecule is folded using the free energy con-
straints. With these qualifications in mind, let us proceed with the description
of the theory and techniques used by others and in this project, while follow-
ing the classical simplifying assumption that minimal free energy is the de-
terminant of secondary structure.

2.3 Serial Algorithms

The development of serial algorithms for the 2˚RNAproblem starts with the
following equation. Let P be a secondary structure and suppose that [i, j ] is
proper. Consider the secondary structure Pij on [i, j ] induced by P. Pij con-
sists of all pairs from P whose elements belong to [i, j ]. Suppose P'ij is any
other secondary structure on [i, j ]. If we substitute P'ij for Pij in P, then the
result is a valid secondary structure. That is, 

P* = (P – Pij ) ∪ P'ij
is a valid secondary structure. Then, from the above equation it follows that

E(P*) = E(P ) – E(Pij ) + E(P'ij )

Therefore, if P is optimal on [1, N] then Pij is optimal on [i, j ].
These facts serve as the mathematical basis for the serial algorithms for

RNA structure prediction, and they define a basic recursive scheme which
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most of the algorithms follow [Sankoff et al., 1983]. The reason that the al-
gorithm in general is exponential is that every subsequence is broken into all
of its possible cycles and single-stranded regions, and each of these defines a
subsequence that must be analyzed and broken into its cycles, and so on. The
intolerable running times can be avoided by using dynamic programming in
order to compute the energy of each cycle only once, and by relying on
strong assumptions about the free energy function. (Mainly, the assumption
is that one need not calculate the energies of all subcycles in order to obtain
the free energy of a cycle; thus, the expensive recursion is avoided.) The de-
tails of these algorithms differ and will be explored in more depth below.

The other class of algorithms in use sacrifices claims of optimality in
order to obtain small polynomial running times. In these algorithms, the
basic idea is to collect a set of pairs of complementary subsequences (subse-
quences which could form chains of stacked pairs). This is a simple O(N2)
operation. Then some heuristic is employed to combine these into possible
secondary structures and more heuristics are applied in order to choose
“good” secondary structures. 

3. Search Algorithms

3.1 2˚RNAas a Search Problem.

The development of the simplified Tinoco model of free energy in RNA
secondary structure has allowed researchers to work with a high-level de-
scriptive model that is independent of the low-level physics. In effect, the
focus upon mere existence or non-existence of hydrogen-bonded basepairing
reduces the problem to a discrete space that can be put into one-to-one corre-
spondence with a planar graph. Global energy minimization is implemented
as a discrete optimization problem. A discrete optimization problem can be
formulated as a search problem — a search through the space of possible
structures for the optimal structure.

Given the definitions of basepairing and secondary structures in RNA, it
is easy to see that an RNA sequence may have unimaginably many sec-
ondary structures. Even if restricted to the chemically possible structures, as
defined by the hard constraints given in Section Two, the number of sec-
ondary structures for a given RNA can be unmanageably high. To attempt to
find an optimal secondary structure, then, is to perform a search for the one
(or few) “very good structures” among the multitude of “pretty good” and
“bad” ones. The problem then is to find ways to restrict the search space
and/or to speed up the search through parallelism or by using finely tuned
physical parameters to recognize quickly the thermodynamically best struc-
tures.

Looking at the 2˚RNAas a search problem will enable us to make clear
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and insightful comparisons of the many solution methods proposed. In this
section, the RNA secondary structure problem is formally defined in terms
standard to search problems in computer science.

3.1.1 Defining the Search Space. Let N, a natural number, be given.Let Σ
(as in “s” for “sequence”) be the set of RNA sequences of length N, that is,

Σ = {G, C, A, U} N .

Let Π (as in “p” for “pairs”) be the set of secondary structures for sequences
of length N, that is, 

Π = {0, 1}N
2

Then if T (as in “Tinoco”) is a function that assigns free energy values to
secondary structures, our search space for the problem is, formally, 

Given some T,
{( S, P), T (P)} where S ∈ Σ , P ∈ Π and T: Σ → ℜ

(Where a particular sequence S is considered, and no confusion should result,
we will omit the Sargument and use T(P).)

The problem then is: 

Given a sequence S ∈ Σ , construct a secondary structure P ∈ Π such
that T(P) ≤ T(P') for all P' ∈ Π

3.2 Classes of Search Algorithm

We discuss here some standard classes of search algorithms, because their
analysis sheds some light on the previous approaches to RNA structure pre-
diction as well as on our new methods.

3.2.1 Optimal Algorithms and Exhaustive Search.In terms of the
search space formulation given earlier, what does an exhaustive search algo-
rithm do? Clearly, it considers every pointP in the space of valid secondary
structures for sequence S. For each such point, it calculates the free energy
Τ(P). It then chooses the P with the lowest Τ value, and outputs P.

A simple recurrence relation defining the exhaustive search may be de-
rived by considering the assumptions and definitions from Section 2: 

The assumption about the additivity of free energy among cycles:

E(P) = Σ i E(ci)

Substitutivity of structures:

If P is optimal on [1, N] then Pij is optimal on [i, j ], if [ i, j ] is proper.

Taking these and performing some algebra, one may derive the following
rule. The free energy value for the optimal secondary structure on [i, j ] is
given by 

T T T(i, j) min 0,  C(i, j), min (i,h) (h i, j)
i h j

=  + +
<≤

[ ]{ }
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where C(i, j) = mink≥1 minc[E(S) + Σ (ah,bh) C(ah,bh)], c representing
k–cycles from i to j, is the optimal energy for [i, j ] if we close it (i.e., if i and
j are paired). If [i, j ] is not closable, that is, if (i, j) is not a Watson-Crick pair
or if j – i < 4, then C(i, j) is taken to be infinity.

This analysis is due to Sankoff et al., and further details may be found in
[Sankoff et al., 1983]).

A search algorithm simplistically defined in terms of such a recurrence re-
lation is inherently inefficient. The algorithm recursively recomputes the
same answer — the T value — for each subsequence many times. Dynamic
programmingmethods work by filling in a table of subproblem values for
subsequent repeated lookup, and offer dramatic time savings for problems
which are composed of only a polynomial number of subproblems. However,
the complexity concerns for the 2˚RNAproblem do not derive solely from
the choice of full recursion versus dynamic programming. The complexity in
the general algorithm stems from the number of possible cycles that have to
be considered for each substring if multiple loops of arbitrarily high order are
allowed. That is, the number of subproblems is exponential in the size of N.
This fundamental complexity is not decreased if the algorithm looks up the
energy for each possible cycle in a table instead of visiting each cycle sub-
string recursively.

3.2.2 Approximation and Heuristic Algorithms. An exhaustive search
for the best secondary structure is not feasible. Some restrictive assumptions
have to be made, and some potential structures ruled out of consideration.
Exactly which assumptions to make, and which classes of structures to ig-
nore is a deep and difficult problem. Some heuristic choices have to be made,
and in the end one has to settle for an approximation algorithm, an algorithm
which is believed to “often” provide a “good” solution, if not always the op-
timal one.

3.2.3 Restrictions on the Search Space. In [Sankoff et al., 1983], the
basic exhaustive search algorithm is shown to have time complexity of O(r2

(rN)2crN), where r is the proportion of unpaired bases in the sequence (often
taken to be around 3/4), and c is a number providing a proportional limit on
the order k of a loop within some [i, j ] (for example, it is found that usually k
≤ (j – i)/7, so c = 1/7). The simplest way to modify the exhaustive search al-
gorithm described above in order to make it efficient is to restrict the number
and kind of secondary structures to be considered, and the complexity of en-
ergy functions, while employing the same basic algorithmic structure.

Two obvious and useful restrictions to make are 

1. to ignore multiple loops with order k > k0 for some small k0, and/or

2. to weaken the requirement that the algorithm work for arbitrary func-
tions T(s) for any cycle s. 

Before reviewing previous work on 2˚RNAalgorithms, it is instruc-
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tive to consider a few more general search methods.
3.2.4 Local Search. A large and interesting class of algorithms is the

class of local search algorithms. A local search algorithm has this basic form:
Assume we have a measure g(x) of the “goodness” of a solution x. (Good-
ness may be defined analytically or in terms of heuristic and subjective crite-
ria.) 

1. Start with a random solution (or some easily-obtained solution). 

2. Apply to the current solution some transformation Li from a given set of
transformations. The resulting solution becomes the new current solution.

3. Repeat until no transformation in the set improves the current solution. 

The resulting solution may or may not be globally optimal. Of course, if
the set of transformations includes every transformation that can take one so-
lution into another, then we have essentially the exhaustive search method —
and its high computational expense. The point of local search algorithms is
to use a set of transformations that can be considered (hence the set should
be small) and applied (so they must be efficient) in a small amount of time
and space. If the set is small and the transformations easy, then the solutions
that can be transformed one to another are considered “near”, and hence the
transformations are “local”. The result of a local search is a locally optimal
solution, also called simply a local optimum. The best solution overall is the
(or a) global optimum. One can hope, if the transformation set is a good one,
that the local optima found are at least very close to the global optimum (op-
tima).

A Hopfield network, as discussed below, is a highly parallel neural net
method of local search. The Boltzmann Machine and MFT networks repre-
sent (stochastic and deterministic, respectively) ways to change this into a
more globalsearch method.

3.2.5 Greedy Algorithms. The local search algorithms build whole solu-
tions and then transform them repeatedly. A large number of heuristic algo-
rithms build solutions incrementally. The greedy algorithms are in this class.

In a greedy algorithm, at any stage in the building of a solution it is the lo-
cally optimal step that is chosen. For example, a greedy Traveling Salesman
algorithm would, having computed a path from C1 through Ck, choose for
the next section the city which is closest to Ck, though that choice might re-
sult in a suboptimal final path. A simplistic greedy algorithm for 2˚RNA
might calculate a structure for an ever larger segment of the RNA sequence.
At step k it would have a secondary structure for [1, k – 1] and would grow
the solution by finding the best way to force the kth base onto the current
structure. In general, this would generate a rather poor solution; however,
Martinez [1984] has a biological justification for a particular greedy ap-
proach, and his method achieves good results on some RNA sequences.
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3.2.6 Monte Carlo Methods, Simulated Annealing. “Simulated anneal-
ing” is a method, adapted from statistical mechanics and inspired by anneal-
ing procedures in metallurgical processing, of employing stochastic functions
in search procedures. Derived from theoretical work in [Metropolis et al.,
1953] and popularized in [Kirkpatrick, Gelatt and Vecchi, 1983] as an opti-
mization technique, simulated annealing is one example of a “Monte Carlo”
method of probabilistic numerical simulation.

The simulated annealing procedure is a way of doing a local search with-
out becoming stuck in “bad” local minima. The method is simple: 

1. Define a set of local transformations Li (as in any local search) on the so-
lution space.

2. Define a stochastic function Φ from solutions (states) and temperature val-
ues (T ≥ 0) to transformations, such that 

• The probabilityπi(x, T) of picking transformation Li, for some constant
temperatureT, when the current solution is x, varies directly with its
“goodness” as a move, i.e. 

If g(Li(x)) > g(Lj(x)) then πi(x, T ) > πj(x, T ). 

• The degree to which the probability of a move depends on its goodness is
higher as T is lowered. In other words, T is a measure of the randomness
in the move-generation process. Φ is the move-generation function,
which employs the probabilities πi.

3. Choose a temperature T, T> 0. 

4. Repeat while T > 0: 

(a) Choose a transformation and transform the current solution x by 
x:= Φ(x, T)(x)

(b) If acceptable(x) then quit.

(c)Decrement T

As Kirkpatrick, Gelatt and Vecchi [1983] have pointed out, the simulated
annealing technique is a type of adaptive divide-and-conquer, with the basic
features of a solution appearing at high temperatures, leaving the specific de-
tails to be determined at lower temperatures. There is a very natural way to
map simulated annealing onto neural nets, and this, the Boltzmann Machine,
is discussed in Section 4.4

3.3 Previous Work on 2˚RNA
Historically, the systematic investigation into prediction of nucleic acid

secondary structure has been marked by three major phases, each represented
by a particular approach that dominated: 1) heuristic search over the sec-
ondary structure matrix or a large space of possible stacking regions, 2) dy-
namic programming approaches to building an optimal structure in a few
passes, and 3) incorporation of auxiliary information and kinetic or evolu-
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tionary assumptions into folding rules.
Pipas and McMahon [1975] designed an algorithm that performs a search

in three passes. The first pass constructs a list of all possible stems of a cer-
tain size. The second pass scans this list for stacking regions that are compat-
ible (meaning they form no knots and share no bases in common). In the
final pass the algorithm performs an exhaustive search for the set of compati-
ble stacking regions with the lowest free energy (using the Tinoco rules
[Tinoco, Uhlenbeck and Levine, 1971]).

In terms of search spaces, this algorithm can be viewed as using two pass-
es to construct a subset of Π — the subset consisting of those structures con-
taining stacking regions of at least a certain size. The third pass then searches
Π exhaustively for the P which minimizes T(P) for some given T.

The Studnicka algorithm [Studnicka et al., 1978], like Pipas and McMa-
hon’s, begins by constructing a list of all the possible stacking regions. In the
second stage, the algorithm enforces compatibility constraints between sets
of regions. Instead of ignoring conflicting regions, as the Pipas-McMahon al-
gorithm does, the Studnicka algorithm pares down the regions until compati-
bility is achieved for the now-smaller regions. The next pass combines the
regions into large structures of order k ≤ 2 (i.e., multiple loops not allowed).
A final stage permits the user to combine these large structures into sec-
ondary structures of arbitrary complexity.

Such an algorithm can examine structures of high order k (the number of
loops in a multiple loop) without the exponential time complexity seen in the
general recursive algorithm. This is because the set of high-order structures
that the algorithm can construct is severely restricted by the initial constraint
of building structures with a set of existing stacking structures. For example,
if building a structure from stems A, on [i, j ], and B, on [p, q], one already
rules out all combinations of structures over subsequences [r , s] where i < r
< j , or i < s < j, or p < r < q, or p < s < q. An exponential explosion of pos-
sible structures is excised from the search space a priori.

Nussinov’s group [Nussinov et al., 1978; Nussinov and Jacobson, 1980]
was among the first to apply dynamic programming to the 2˚RNAproblem.
The Nussinov algorithms build an optimal secondary structure (subject to
certain restrictive assumptions) in one pass. The algorithms are similar in
structure to a basic dynamic programming version of the general recursive
search algorithm [Sankoff et al., 1983], except that Nussinov made simplify-
ing assumptions about structure and energy. The first version [Nussinov et
al., 1978] ignores the destabilizing effects of loops, and simply attempts to
maximize basepairing. The second version imposes a simple linear penalty
on loop size.

All of the above display either unrealistic assumptions about the free ener-
gy of substructures, and/or have high time complexity (O(N5) for Studnicka)
or space complexity.
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3.3.1 Recent Advances with Dynamic Programming. With the interest-
ing exceptions of the Martinez work and Major, et al [1991], the current
“state of the art” in serial 2˚RNAalgorithms is a set of recent dynamic pro-
gramming approaches.

Sankoff, Kruskal, Mainville, and Cedergren [Sankoff et al., 1983] have
described algorithms that restrict the order of multiple loops to k ≤ 2. In the
case of arbitrary energy functions for loops, they report running times of
O(N4). When the energy function for loops is restricted to the linear case, the
result is an O(N3) algorithm. Zuker [Zuker and Stiegler, 1981], and Water-
man and Smith [1978] have proposed similar algorithms within this range of
time complexity.

In a theoretical computer science paper [1988], Eppstein, Galil, and Gian-
carlo describe an algorithm with running time O(N2log2N) for the k ≤ 2 case
where the energy function for loops is assumed to be convex function of the
number of exposed bases (bases accessible from the loop’s closing pair).
(See [Eppstein, Galil and Giancarlo, 1988] for the definitions of convex and
concave.)

Several of the dynamic programming algorithms can be parallelized quite
effectively, typically by using a wavefront method to trade O(N) processors
for an O(N) factor in running time.

3.3.2 Martinez. Martinez [1984; 1988] takes a very different approach to
minimizing free energy of molecules. Instead of building a structure using
purely combinatorial methods, his kinetics-based method simulates the fold-
ing as it might actually occur in the molecule.

The Martinez folding rule, which defines the order in which parts of the
final secondary structure are built in his algorithm, is simple: 

Of all the remaining unformed stems which are compatible with those
constituting the current structure, choose the one with the largest equilibrium
constant (of association). This structure is the one whose formation is the
most thermodynamically favored chemical reaction.

In search method terms, Martinez’s method is a form of greedy algorithm.
In particular, it has the property that it removes (j–i)3 points from the search
space of possible remaining structures at each step, where i, j are the begin-
ning and end indices of the subsequence which supports the chosen stem.
The time complexity of this algorithm is only O(N2).

The Martinez method is very promising. It has been shown to work on
some medium-length (200-500 bases) sequences. The method is based on a
fairly speculative but interesting evolutionary assumption, and is expected to
be most successful in predicting the structures of RNAs whose secondary
structure is essential to function (e.g., tRNAs and rRNAs).

3.4 The MFT Network Search for Optimal RNA Structures

In terms of the search model discussed above, our neural network method
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may be described as a highly parallel distributed search, wherein each possi-
ble RNA secondary structure representation is distributed over many “pro-
cessing units” (one unit for each possible base-pairing) and wherein several
potential secondary structures for the input sequence are represented simulta-
neously. Conflict (w.r.t. constraint violation) between possible substructures
is implemented by inhibitory connections between units in the respective
substructures, and support (stem compatibility) is implemented by excitatory
constraints.

Points in the 2˚RNAsearch space are considered many at a time, as they
compete during the MFT network relaxation process. The MFT relaxation al-
gorithm is intended to avoid bad locally-optimal points in the space in favor
of more globally-optimal solutions. The MFT learning algorithm is intended
to make this search easier by refining the parameters of this competition over
many trials with a training set of sequence and structure data. Connection
weights constrain the dynamics of network relaxation, and can be seen as an
implicit representation of knowledge, both analytic and heuristic, that aids
the search process by pushing the network state transition process in particu-
lar directions and towards particular solutions in the solution space (π,
{ T(P)}).

4 Methods

This section describes our methods, and in particular it defines the neural
network model of RNA secondary structure used in the experiments. The
model is an example and an extension of the Mean Field Theory (MFT) ma-
chine originally proposed by Hopfield and Tank [1985] and later described
and used by Peterson and Anderson [1987], among others. The MFT ma-
chine is a deterministic approximation of a Boltzmann Machine, which is a
stochastic variant of a Hopfield net. The representation used is one wherein
an RNA secondary structure matrix is mapped directly onto a Hopfield net,
with every unit representing a basepairing.

In the first subsection, neural networks are introduced and some reasons
behind the choice of neural networks, and specifically one-layer nets, are of-
fered. Next, the MFT network and its intellectual roots (Boltzmann Machine
and Hopfield network) are introduced. Then we define our mapping of the
2˚RNAproblem onto a Hopfield net architecture. Finally, some issues in the
modelling of molecular structure are discussed with reference to our work as
well as other work on neural networks and molecular structure prediction.

4.1 Neural Networks

Artificial neural networks are models of highly parallel and adaptive com-
putation, based very loosely on current theories of brain structure and activi-
ty. There are many different neural net architectures and algorithms, but the
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basic algorithm which all artificial neural nets share is the same. Assume a
collection of simple processors (“units”) and a high degree of connectivity,
each connection having a weight associated with it. Each unit computes a
weighted sum of its inputs (then may plug this sum into some nonlinear
function), assumes a new level of activation, and sends an output signal to
the units to which it is connected. In many of the models, the network settles
into a stable global state under the influence of external input that represents
an interpretation of the input or a function computed on the input. This set-
tling process, called relaxation, performs a parallel search.

4.1.1 Neural Network Applications.Besides being the focus of connec-
tionist research into models of brain function and cognition, neural networks
have been applied with some success to optimization problems and function
approximation. Optimization problems attacked with neural nets include the
Traveling Salesman problem (TSP) and graph partitioning [Peterson and
Soderberg, 1989], and process scheduling [Hellstrom and Kanal, 1990].

The 2˚RNAproblem possesses several important features of the kind of
problem at which neural network methods excel: 

• Complexity: The problem has a large space of variables (search space).

• Redundancy: The set of reasonable, though not necessarily optimal, solu-
tions is large, and many roughly equivalent solutions have variable values
in common. 

• Parallelism: Neural nets, of course, bring a parallel approach to any prob-
lem. Some problems seem inherently parallel (e.g., low-level vision), and
the simultaneous consideration of and competition between possible solu-
tions might well be the correct paradigm for the molecular folding predic-
tion problems. 

• Noise-tolerance: The problem may require the processing of very noisy or
incomplete input data, and one would still like a reasonable answer. 

In addition to these general neural net advantages, there are reasons for fa-
voring the particular architectures chosen in this project. The stochastic na-
ture of the simulated annealing procedure of the Boltzmann Machine might
model well the thermodynamics of free energy minimization of an RNA
molecule. The relationships among statistical mechanical models of spin
glasses, neural networks, and biological macromolecules is an active re-
search area [Stein, 1985; Anderson, 1988].

4.2 Architectures

A particular neural network architecture may be defined by specifying the
following (list taken from [McClelland, Rumelhart and the PDP research
group, 1986]): 
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• A set of processing units 

• A set of activation states for the units 

• An output function for each unit 

• A pattern of connectivity among units 

• A propagation rule for propagating patterns of activity through the net-
work 

• An activation rule for combining a unit’s inputs with its activation level to
produce a new activation level 

• A learning rule whereby patterns of connectivity are modified by experi-
ence
In most neural net models of computation, the processing of an input vec-

tor, i.e., the solving of a particular instance of a problem, occurs through the
network relaxation process. This is the process wherein the units in the net-
work change their individual states in accordance with an update rule in
order to maximize some global measure of “harmony” or minimize “energy”
or constraint-violation.

4.3 Learning in Neural Networks

In most neural net models of computation, the processing of an input vec-
tor, i.e., the solving of a particular instance of a problem, occurs through the
network relaxation process. The information needed for a neural net to solve
a problem is largely stored in the connection weights between units. The pro-
cess whereby the weights are modified in order to improve network perfor-
mance is called, appropriately enough, learning or training.

There are several kinds of network learning procedures, but most fall into
one of two broad classes: the supervised and the unsupervised learning pro-
cedures. The research described in this report concerns only supervised
learning procedures.

In supervised learning, the connection weights between units are modified
in order to reduce some measure of error — the error being a weighted differ-
ence between what the network outputs in response to a particular input and
what one desires the network to produce in response to that input. Just as the
relaxation process may be seen as a search through the space of possible net-
work activation states for the state(s) with the lowest energy (lowest error,
highest harmony, etc.), the learning process is the search through the weight
space of the network for the set of connection weights that minimizes error in
processing the training inputs. However, one desires that the learning proce-
dure demonstrate some degree of generalization. That is, the weight
modifications should enhance performance on whole classes of possible inputs
represented by the trial patterns – not just on the trial patterns themselves.
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The focus of this report is on 2˚RNA, which is essentially a large opti-
mization problem; but we require the networks also to learn a function, a
mapping between RNA sequences and secondary structures, by successively
refining estimates of a few network variables in order to reduce predictive
error.

4.4 Hopfield Nets, Boltzmann Machines, and MFT Networks

Hopfield [1982] formalized the idea of a massively parallel and highly in-
terconnected network performing a constraint satisfaction search. He intro-
duced a cost function, termed energy, which is a measure of system-wide
constraint violation. He then showed that the connection weights in a net-
work encode locally minimum energy states, and that, using a suitable
activation updating rule, these minimum energy states are exactly the stable
states of the network. In particular, a unit uk’s contribution to the network’s
energy can be computed locally: 

∆Ek = E(ak=0) – E(ak=1) = (Σi ai wki).

where ai is the activation level of the ith unit, and wij is the connection
weight between the ith and jth units. The unit turns/remains on/off depending
on which state lowers the network’s energy. 

Since the absolute value of the energy is bounded by the weights, the
search is guaranteed to converge, if asynchronous node updating is used.
However, like other gradient search methods, the procedure may only find a
locally optimal solution. (This was not especially problematic in Hopfield’s
early work, because the networks were intended as a model for content-ad-
dressable memory. The “memorized” states were exactly the locally mini-
mum states, and all the network was required to do was to completeone of
the stored states, i.e., to fall into a local minimum.)

In order to design Hopfield-like nets that can escape local minima, re-
searchers have adopted the simulated annealingtechnique, and thereby de-
veloped the Boltzmann Machine (BM) [Ackley, et al 1985] . In a BM, the
following stochastic updating rule (or a variant thereof) is used: 

Each unit sets its activation state to 1, regardless of previous state, with
probability 

Pk = 1/(1 + e–∆Ek/T)

where T, called temperature, is a measure of randomness in the system. At
higher temperatures, high randomness permits state changes to be relatively
independent of the energy, thus allowing the system to escape from local
minima. At lower temperatures, configurations with low energy are more
heavily favored. Thus, by using an annealing schedule whereby the tempera-
ture is gradually lowered or alternately raised and lowered, it is possible to
avoid certain local minima and to find more globally optimal solutions. Actu-
al performance in practice depends greatly on the topology of the energy sur-
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face for the particular problem and encoding.
An alternative method for avoiding local minima and generally speeding

up the search for some problems is to use continuous activationmodels. In
[1985] Hopfield and Tank introduced a model in which activation levels (and
hence outputs) take values from a fixed interval (in this case [0,1]) instead of
the set {0, 1}. Such networks are based on a Mean Field Theoryapproxima-
tion to Boltzmann Machines and are thus called MFT machinesor MFT net-
works. The MFT algorithm replaces the stochastic state transitions of the BM
with a set of deterministic equations. The solutions to these equations, for
each given temperature, represent averagevalues of the corresponding quan-
tities (correlations or co-occurrences between states of all units) computed
from extensive and time-consuming sampling in the BM. The continuous
output has the effect of smoothing the energy surface. In the binary model,
the search procedure can be viewed as moving along the edges of an M-di-
mensional hypercube (where M is the number of units); whereas, in the con-
tinuous model, the search can move smoothly within the hypercube. In terms
of an energy surface, a Boltzmann Machine performs stochastic hillclimbing
(or hill-descending); MFT recasts it into deterministic motion through a
smoother landscape. “Rather than scaling hills, one takes them away” [Peter-
son and Anderson, 1987]. Like the binary model, the continuous model is not
guaranteed to find globally optimal configurations. Nevertheless, simulations
of such a net which encoded the Travelling Salesman Problem did produce
reasonably good solutions in a short period of time. In contrast, solutions
found using the binary model proved to be only slightly better than random
[Hopfield and Tank, 1985]. Peterson and Anderson [1987] have extended this
approach and have tested the algorithm on several important optimization
and learning problems, with favorable results.

The details of the derivation of the MFT model from the Boltzmann Ma-
chine model may be found in [Peterson and Anderson, 1987]. It turns out
that the update rule for each of the continuously-valued units in a network is

and the iterative algorithm becomes

The above equations define the MFT relaxation scheme. The learning
algorithm is equally straightforward. Vi is really an estimate of <ai>, the
time average taken for the state of unit ui. What is needed for learning is the
equivalent, Vij , of the correlations <aiaj> between connected units sampled
in the Boltzmann Machine learning algorithm: 
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which reduces under certain conditions to

Vij = ViVj

Let Vij
+ be the Vij value for units ui and uj in a relaxation run wherein the

input units are activated by an input vector vin and the output units are
“clamped” (forcibly set and maintained) to represent vector vout; and let Vij

-

be the Vij value when the machine runs with no clamping of the output units
in response to the input vin. Then the weight update (learning) rule is the fol-
lowing. 

If Vij
+ > Vij

- then increment wij .

If Vij
+ < Vij

- then decrement wij .

The increment must be proportional to Vij
+ – Vij

- and the Vij quantities are
usually averaged across cases (learning samples).

4.5 Defining an MFT Machine Model of 2˚RNA

4.5.1 The Underlying Architecture: A Hopfield Net The Hopfield net
was chosen primarily because there is a very natural mapping of the 2˚RNA
problem onto this architecture. Basically, the network is a direct representa-
tion of an RNA secondary structure matrix. Each matrix position is repre-
sented by a single unit. An activation value of 1 means that the correspond-
ing matrix element has a 1, and hence an hypothesis that the corresponding
two bases in the RNA sequence are paired; a 0 in the same unit represents an
hypothesis that the bases are not paired. A value between 0 and 1, if analog
values are used, stands for a relative probability of the two bases being
paired.

Symmetric connections are chosen because there must be signals (in-
hibitory or excitatory) between units and there are no privileged units — all
the matrix positions are,a priori, equally valid, although particular combina-
tions of them are invalid. 

4.5.2 Representing the Problem: Deriving the Energy Function. Recall
the Hopfield result [1982] that the equations of motion for a symmetrically
connected network lead to convergence to a stable state. A stable state is one
in which the outputs of all units remain constant. Under certain conditions
(asynchronous node update according to the local updating rule), the net-
work’s stable states are the local minima of the quantity
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where E is a measure of energy. (This term is not to be confused with the
free energy of an RNA molecule; we will attempt to make it clear which use
is intended in each situation.) M is the number of units, ai is the activation
level of the ith unit, and wij is the connection weight between units i and j. Ii
is a level of external input to the system, a biasfor each unit.

In mapping the 2˚RNAproblem onto a Hopfield net, the network must be
described by an energy function in which the lowest state corresponds to a
legal and optimal RNA secondary structure. Low energy in the network must
correspond to low free energy in the simulated RNA molecule.

Assume that the network has M = N(N– 1)/2 units (where N is the length
of the RNA molecule), so that, intuitively, the network represents the upper
right triangular submatrix of the RNA secondary structure matrix. (See Fig-
ure 3.) Assume that each unit receives input telling it the composition of the
two bases whose possible pairing it represents (e.g., it receives a constant
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Figure 3: Mapping the problem onto a neural network: The diagram on the left rep-
resents a tRNA secondary structure.  On the right is its representation on a secondary
structure matrix, where each cell corresponds to a possible base pairing. The large
diagonal in the upper right of the matrix represents the main stem; the other diago-
nals represent the smaller, subordinate stems.



signal of 00 01 for (G,C), etc.).
First, we want a term in the energy definition which tells us that the opti-

mal states are ones which enforce the hard constraints on RNA secondary
structure. There should be only one unit active in any row, only one active in
any column, and there should be no knotting. Consider the local minima of
the following quantity: 
(all summations are from 1 to N except where indicated), where R ranges
over rows of the network, C over columns, and i and j count up to the length
of the respective row or column.

Note that the first term is 0 iff each row R contains only one or fewer ac-
tive units; the second term is 0 iff each column C contains only one or fewer
active units; and the third term is 0 iff there are no knots. Therefore if a net-
work incorporates this energy function, the stable states of the network favor
representations of legal RNA secondary structures.

There remains the task of representing constraints on optimal secondary
structures. Basically, what is wanted is this: Favor the formation of stacked
pairs, with the precise negative energy contribution given by the Tinoco local
context value for two adjacent stacked pairs. Impose a penalty for large loops
and bulges, the penalty growing with the size. (In the experiments per-
formed, the local context values were not represented, and their omission did
not prevent good performance on the small tRNA sequences. However, it is
expected that accurate predictions for longer molecules will require local
context values.)

Add to the equation for E, the global network energy, the following terms:

and

where fd(i, j, k, l) is some function of the distance between two units (i, j)
and (k, l), and fb(i, j) is a function of the indices of a unit which returns some
value representing the tendency of a basepair to form. (For example, a high
value is returned for indices representing a G • Cpair, and low or zero value
returned for a C • Upair.)
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Setting the Connection Weights and Node Weights.Through the ener-
gy function definitions above and the earlier definition of energy minima for
Hopfield nets, a set of connection weights is implicitly defined. The first
three terms define inhibitory connections, with weights α,β,γ respectively,
between elements in the same rows or columns or elements whose conjunc-
tions form knots. The fourth term defines excitatory connections, with weight
µ, between elements diagonal (in the “good” direction, i.e., not the knot di-
rection) to each other. The fifth term defines the node weights, the bias for
each unit. The bias of a unit influences the tendency of a unit to be active, ir-
respective of the influence of other units acting on it via connection weights.
The bias is used in this model to represent the basic probability of a particu-
lar basepairing, independent of constraints imposed by other possible pair-
ings. (Figure 4 illustrates the connection structure of the basic network.)

It is important to understand the limitations of this representation and how
this relates to heuristic knowledge and to machine learning. The global pa-
rameters α,β,γ, µ (and through these, the connection weights wij ), fd, and fb
must embody a combination of information about both the problem and pa-
rameters particular to the computational architecture. Analysis of the prob-
lem and of Hopfield networks has led to this mapping of problem to architec-
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Figure 4: The structure of the basic network used for RNA secondary structure pre-
diction.   W1 is  the inhibitory signal between elements of a row; W2 is the inhibitory
signal between elements of a column; W3 is the inhibitory signal that prevents knot-
ting; W4 is the excitatory signal between elements of possible secondary structures.



ture, but it is not currently possible to derive analytically, from biochemical
knowledge, precise optimal values for the global parameters. It is therefore
necessary to make educated guesses at initial values (i.e., employ heuristic
knowledge) and to adapt the weights over several learning trials in order to
improve the representation and improve performance. It may be that adaptive
networks also learn so well that they, in addition to improving their ability to
represent existing biochemical knowledge, actually derive unknown or refine
known physical parameters of the RNA folding process.

Input, Output, and Hidden Units. The structure of the network as
defined for this project differs somewhat from most other Hopfield or Boltz-
mann applications. There are no separate input or output units, and no hidden
units. The input sequence (binary representations of the bases G, C, A, U,
and perhaps modified bases) is read into the rows and columns so that each
unit receives input representing the identities of the two bases whose possi-
ble pair the unit represents — one represented by the row index and one by
the column index. The bias term Ik for each unit uk is then set accordingly.
The connection weights are already determined and remain fixed during the
processing of the particular sequence.

The output of the network is the set of activation levels of all the units,
measured in analog (as numbers between 0 and 1) or binary, and preferably
represented in a format like the RNA secondary structure matrix.

There are no hidden units in the models used thus far, although there are
models under consideration which may use hidden units to represent the
more complex higher-order relationships between distant substructures that
will probably be needed for accurate prediction of very long RNA sequences.

4.6 Learning the Connection Weights and Learning RNA Structure

In this project, an effort was made to take as much advantage as possible of
regularities in the problem (in the search space) in order to define an archi-
tecture wherein fast and useful learning is possible. If most work on predict-
ing protein secondary structure [Qian and Sejnowski, 1988] seems to assume
that all the important information in the sequence-to-structure mapping is
local, the work described here assumes only that such information is either
local or uniformacross the net.

In particular, we hypothesize that there are a few (fewer than ten) impor-
tant parameters, potentially obtainable through learning from examples, that
determine the global sequence-to-structure mapping for RNA. Our current
model employs α, β, γ, µ. These few quantities, once learned, can then be
combined and replicated in some recursively specifiable way across the net
in order to construct connection weights. The problem, then, is to define
these few parameters as variables defining a learning space, and to devise a
simple way to construct connection weights from these variables. Then the
learning procedure would, instead of incrementing or decrementing each in-
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dividual weight wij on each pass through the net, only update the corre-
sponding global learning variable. After learning, the weights would then be
constructed from the variables and used in the relaxation search. This is in
fact what was done in this project, and the details are given below.

Such a learning scheme is beneficial in three ways. First, it probably pro-
vides for more accurate and robust learning, as it tends to ensure that key
global parameters — and not just positional correspondences found in the
learning samples — are what is learned. Second, the very small variable
space (less than 10 instead of O(N4) or O(N2)) that is optimized during
learning makes for huge decreases in learning time. Third, and perhaps most
interesting, it probably allows for some degree of scale-invariant learning.
That is, it should be possible to achieve useful learning and structure predic-
tion on a set of RNA sequences of different sizes, since the indices of partic-
ular units and connections do not have to match up exactly. Such scale-in-
variance over a very small range of sequence lengths is demonstrated in the
experiments described below. In sum, the parameterization is a regularization
scheme.

4.6.1 The Learning Variables and Learning Procedure. Following the
derivation of the energy function given above in the introduction to the
Hopfield net representation of 2˚RNA, one sees the obvious candidates for
global learning variables. Corresponding to the α, β, γ, and µ are RowInhibi-
tion, ColumnInhibition, KnotInhibition, DiagonalExcitation.

The MFT learning algorithm, modified for our global learning method,
becomes (for a network of M units): 

for each training iteration k
for each learning example sequence s

Phase+(s)
Phase-(s)
for i = 1 to M

for j = i +1 to M
δ := η((ViVj)

+ – (ViVj)
–)

if (ui; uj are in the same row) then
RowInhibition := RowInhibition – δ

else if (ui, uj are in the same column) then
ColumnInhibition := ColumnInhibition – δ

else if (ui, uj form a knot) then
KnotInhibition := KnotInhibition – δ

otherwise
DiagonalExcitation = DiagonalExcitation – δ

endfor; endfor; endfor; endfor

η is the learning rate parameter. Phase+(s) normally means to run the net-
work relaxation process on input s with the output clamped (this provides the
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teaching input, the supervision in supervised learning). Phase-(s) means run
the network relaxation on input sequence s with the output unclamped. Simi-
larly, the +,– superscripts refer to the correlations gathered in the clamped
and unclamped phases of learning. (In our described experiments the net-
works contain no hidden units, and therefore no distinct Phase+(s) relaxation
is needed. Instead, the (ViVj)

+ numbers are simply and quickly calculated
from a vector representing the desired network outputs 

4.6.2 Constructing the Weights from the Learning Variables. The
mapping from learning variables to connection weights is quite straightfor-
ward, and follows from the definition of the system energy function E given
in an earlier section.

The inhibitory weights used are exactly the corresponding global learning
variables, e.g., (wij := KnotInhibition) if the bases represented by units ui, uj
form a knot. For the other, excitatory connections, the DiagonalExcitation is
multiplied by the value returned by a distance function applied to i and j. The
unit bias terms Ii are not affected by the learning procedure. They are deter-
mined by basepair identity as described earlier, along with a factor represent-
ing the distance (i – j), used to account for loop penalties.

4.7 Graph-Theoretic Analysis of the Methods

It is possible to explain the mapping of the 2˚RNAproblem onto neural net-
works in terms of the mathematical theory of circle graphs and edge-adjacen-
cy graphs, and thereby to relate the problem to a set of well-known combina-
torics problems.

Consider an RNA sequence S: s1s2 … sn, where si is one of G, C, A, or
U. A secondary structure P for S may be represented by a circle graph G,
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Figure 5: Graph theoretical interpretation of RNA secondary structure.  On the left is
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the center is a circle graph (Referred to as  G in the text) derived from the linear se-
quence.  On the right is an edge adjacency graph (G' in the text) derived from the cir-
cle graph.



wherein the n nodes are points around a circle and the edges (i, j) correspond
to basepairs (i, j). (See Figure 5.) Edges that cross correspond to knots. All of
the substructure types and constraints on structures defined in Section 2 may
be described in terms of the circle graph. (Details may be found in [Nussinov
and Jacobson, 1980; Takefuji et al., 1990].)

Consider next a graph G' with the number of nodes equal to the number
of edges in G, and an edge (x', y') in G' for each pair of edges x = (i, j), y =
(k, l) in G that intersect. G' is the edge-adjacency graph for G. (See Figure
5.)

It is clear from the above that the 2˚RNAproblem is closely related to the
problem of finding the maximal independent set (the largest set of nodes
such that none of them are connected to another node in the set) of the edge
adjacency graph G' of a circle graph G for an RNA sequence S. Takefuji and
coworkers [Takefuji et al., 1990] designed a neural network that finds locally
optimal solutions of the general graph MIS problem, and pointed out the
connection to predicting RNA structure.

While the similarity to the graph theoretic problem provides useful in-
sights into the essential complexity of the 2˚RNAproblem, it is important to
recognize the limits of this similarity. To solve the graph MIS problem, even
exactly (an NP-complete task), corresponds to finding the largest set of pos-
sible basepairs such that none of them form knots. Clearly, this is not neces-
sarily the optimal RNA secondary structure. Some attempt must be made to
represent different stacking energies, the contribution of one stem to another
in a multiple loop, and other real biochemical and physical constraints. Such
attempts were made in our work, and machine learning was made central to
our model in order to further refine the representation, but there is room for
future work in exploring, possibly through graph theory, better problem rep-
resentations for parallel networks.

4.8 Evaluating Models and Mappings

Having defined the particular kind of one-layer neural network model
used, and the mapping of the 2˚RNAproblem onto the network model, it is
instructive to review the nature of the constraints and the information flow
within problem representations and some of the issues in representing in par-
ticular the RNA molecule and the molecular folding process.

4.8.1 Global and Local, First-Order and Higher-Order.When analyz-
ing the constraints inherent in a problem, and before choosing a representa-
tion, one may consider three dimensions along which the adequacy of a rep-
resentation (and hence a solution) will be judged. These three dimensions are
locality, order, and completeness ofinformation.

A representation for molecular structure prediction may capture simulta-
neously information on all parts of the molecule, or it may only represent a
piece at a time. We say that a representation is local if it contains information
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from only a section of k elements (bases, or amino acids) at any time. It is
global if k = length(molecule). A representation is: 

1. first-order if it captures interactions between primitive elements. In the
2˚RNAproblem, this means it captures base-pairing. 

2. second-orderif it captures interactions between interactions between ele-
ments. For example, the representation of stems, as resulting from interac-
tions between basepairs, is second order. 

3. third-order if it captures interactions between second-order objects. The
representation of thermodynamic competition between possible RNA sub-
structures is third-order. 

4. nth-order, generally, if it captures interactions between (n-1)st-order ob-
jects and events. 

Completeness refers to how much of the information, in a given local
“window” and of a particular order, is captured.

Obviously, one ought to strive for a global, complete, and higher-order
representation of a problem. Also obvious is that there is a trade-off in-
volved: The more global and complete a representation is, and the higher its
order, the higher is the computational complexity.

The serial algorithms for RNA secondary structure prediction are slow
precisely because they compute with higher-order information in finding op-
timal substructures, and they do this serially over the entire molecule. A se-
quential computer generally can act globally only by covering a section at a
time and iterating over the whole sequence, and this leads to long running
times. Generally, the (non-neural) parallel algorithms do not differ drastically
in their logical structure from the serial programs. Rather, they perform es-
sentially the same steps but do it over O(N) processors and thus achieve an
O(N) time savings.

The other work with neural nets on molecular structure, including Qian
and Sejnowski’s protein secondary structure prediction project [1988] (and
see also [Bohr et al., 1988]) is based on local approaches. Sejnowski used
feed-forward nets which captured only local (k = 13) information. The fairly
low accuracy of local methods (of which neural net methods are the best)
and the surprising fact that, as Qian and Sejnowski discovered, higher-order
representations did not seem to raise the predictive accuracy, indicate that
more global information must be captured, perhaps using global constraint-
satisfaction [Friedrichs and Wolynes 1989] or pattern recognition [Greller et
al 1991]. Research groups also use local representations and neural networks
to predict local aspects of protein tertiary structure [see Bohr et al., 1990 and
Holbrook, Muskal and Kim, this volume]. In RNA secondary structure, glob-
al interactions are probably more common than in protein secondary struc-
ture, and absolutely must be captured in the representation used by any com-
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putational method.
The neural net models used herein are intended to be global and higher-

order. The representation is explicitly higher-order, as the primitives (the pro-
cessing units) stand for possible basepairs. Connection weights between the
(2nd-order) units represent constraints on substructure types and competition
between possible structures, which is third-order information. This premise
implies a particular hardware complexity: O(N2) units and O(N3) or O(N4)
connections, depending on how much of, and how globally, the third-order
relationships are to be captured. (All of the 2nd-order information is repre-
sented, for the whole molecule, thus requiring N(N–1)/2 units.)

This hardware complexity is very expensive — prohibitively so, for very
large RNA molecules. Thus one of the long-term goals of this project is to
find ways, using separate processing stages, approximation methods, and
forms of “time-sharing” on parallel hardware, to reduce this hardware cost
significantly.

On the other hand, this neural net approach offers a large potential advan-
tage in terms of complexity. It is believed that the costs of computation on
this problem are “paid all at once”, in the amount of parallel hardware, when
using these methods. There are no additional incremental orders of complex-
ity addedwhen more general structures are handled. Relaxing an assumption
about the energy contribution of loops, or about the complexity of multiple
loops that are allowed, for example, can raise the runtime complexity of a se-
rial algorithm from O(N3) to O(N6) or worse; handling the general case —
all secondary structures are possible — mandates an exponential algorithm.
However, to handle the general case with the simple model presented in this
report requires only an O(N2)-processor, fully-connected Hopfield net. 

5. Experiments and Results

5.1 General Assumptions and Methodology

In the main set of experiments the basic problem representation outlined in
Section Five, with O(N2) units, was used. The RNA sequences were limited
to a standard length of 30 bases. In particular, the first thirty bases of each of
41 tRNAs were used (35 training, 5 test, and 1 for playing around with).
These truncated sequences do not represent autonomous naturally-occurring
molecules. However, in order to make the experiments more manageable,
this limitation was considered necessary.

Because the 30-base sequences do not occur naturally except as compo-
nents, there are no published secondary structures for them. Therefore, the
secondary structures used in the training set of the supervised learning exper-
iment were those determined by Zuker’s serial program for RNA secondary
structure prediction, described in [Zuker and Stiegler, 1981]. The Zuker pro-
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gram is widely used and we assume it can be trusted to find the best struc-
tures for such very small sequences.

As mentioned in an earlier section, in these experiments we did not repre-
sent the local context effects on stacking energies. This omission was made
for the sake of simplicity, and it did not prevent the nets from achieving good
results on small RNAs (length 30, and, in a few preliminary experiments
with our multiresolution model, lengths from 100 to 130). However, success
on much longer sequences probably requires the local context information,
or indeed a very different problem-to-network mapping.

5.1.1 Update Algorithm and Annealing Schedule.The network relax-
ation algorithm used in all experiments was the MFT algorithm described in
Sections Four and Five. A sweep through the network consisted of N(N –
1)/2 node updates; the choice of which node to update was made randomly
each time. The updating was also asynchronous. The network was run for a
given number of sweeps, unless stability (thermodynamic equilibrium) was
achieved before reaching that number; a check for stability was made after
each sweep.

In every experiment, the annealing schedule followed the same basic
form: Tinit = 100, Tfinal = 1, and ∆T = (Tinit+ 1)/nsweepsfor each sweep.

5.1.2 Dissimilarity and Predictive Accuracy. We define D, the structural
dissimilarity between two RNA secondary structures (true or predicted) to be
the proportion of possible basepairings on which they disagree: 

where aij and bij are the units in row i and column j in the secondary struc-
ture matrix representation of the network and of the known secondary struc-
ture, respectively. The round() function rounds a number n ∈ [0, 1] to 0 or 1. 

Predictive accuracy of a method for a given RNA sequence is therefore
measured as the number of correct positional matches between the secondary
structure matrix (prediction) and the actual known secondary structure, as a
percentage of the total number of cells in the matrix. That is, it is 100/D.

There are many ways to look at the problem of dissimilarity among se-
quences and structures. It is true that tRNAs are known to share a particular
overall shape — often called the “clover leaf” pattern — that is, a main stem
and loop with three smaller subordinate stem/loop structures. However, it is
very important to note that the forty tRNAs used in these experiments differ
significantly both in terms of base composition and the particular places in
the sequences where the stems occur. They also vary somewhat in length —
from 107 to 131 bases.

The initial subsequences used in the first experiments display even more
diversity than the full-length tRNAs. Their thermodynamically optimal sec-
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ondary structures, as determined by the Zuker program, do not all share the
same overall structure. Some have one stem, others have two or three. The
positions of the stems and loops also differ greatly. These general judgments
concerning dissimilarity are valuable, but quantitative measures are also
needed. The measurement of sequence homology is of course a standard tool
in molecular biology. However, it is not especially relevant in these experi-
ments, as sequences with a high degree of homology can produce very differ-
ent secondary structures, and sequences with very similar structures can have
a low degree of homology. Therefore, the positional matching measure of
structure similarity described above, though not an ideal measure, is prefer-
able in this case. The average structural dissimilarity among the training and
test structures for the length-30 subsequences experiments was calculated to
be 83 percent.

5.2 Pre-set Connection Weights, No Learning

The first experiment tested the predictive ability and examined the dynamics
of a network with pre-set connection weights processing a particular 30-base
sequence (initial subsequence of a tRNA from Clostridium pasteurianum).

The weights were set by hand, based on rough calculations of Hopfield-
energy values for some desired network states corresponding to “legal”
(though not actual) RNA secondary structures and the results of 20 trial-and-
error runs of the simulator. The sequence was read into the network, the bias
terms Ii initialized, and the network allowed to run the MFT algorithm for
500 sweeps through the net. Figure 6 is a plot of the number of sweeps
against predictive accuracy for the simulation described.
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Clearly, the preset network made some progress from a random state to-
wards reasonable guesses at secondary structure. However, the predictive ac-
curacy remained low (less than 60%), and the best solution obtained was not
stable: after 250 iterations the network moved toward less optimal structures.
The next section shows the degree to which learning improved the accuracy
and stability of structure prediction.

5.3 Learning the Connection Weights

The second experiment was intended to test the capability of the basic MFT
network to learn to predict RNA secondary structure, and to use the learned
information to produce faster, more accurate, and more stable predictions
than the network whose weights were preset.

5.3.1 The Learning Algorithms.The MFT learning algorithm described
in Sections 4 and 5, modified to fit the small learning space approach, was
used in the learning experiments. A set of 35 sequence/structure samples was
used for supervised learning. Each sample was run through the “plus” and
“minus” (clamped and unclamped) phases once. Thus there were only 35
learning passes in each experiment. The global learning variables, from
which the connection weights were derived, were updated after each pass. A
pass using the test sequence, the 30-base segment from the C. pasteurianum
tRNA, was tried at various intervals throughout the learning experiment to
test the abilities of the changing network. Note that a) the test sequence was
not among the training sequences, and b) the learning variables and weights
were not changed after a pass using the test sequence.

In the learning experiments, the network’s initial weights were set to a
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configuration that achieved better than random performance (15%) on a se-
quence that was neither a test nor a training sequence.

5.3.2 Results. Two experiments were performed, on five different test se-
quences: initial subsequences from tRNAs from C. pasteurianum, Bacillus
megaterium, Streptococcus faecalis, Mycoplasma capricolum, and My-
coplasma mycoides capri. The experiments used the same initial weight
configuration, the same learning rate, and the same annealing schedule. The
results were very similar, so we describe the results for the same C. pasteuri-
anumtRNA fragment used earlier.

In each experiment 200 sweeps were made through each annealing (minus
phase) of the training sample. Only 100 sweeps were made through the net-
work during the relaxation on the test sequence. The next diagram (Figure 7)
is a plot of the accuracy of performance of the network after 0; 5; 15; 25; and
35 learning passes. Figure 8 displays network activation (output) diagrams
for these snapshot points. Figure 8d is the correct structure (as predicted by
the Zuker program). It is clear that the network did improve its performance
drastically over the learning period. Also, its performance became quite
good: It achieved perfect predictive accuracy after 35 learning passes. It is
interesting also to note the steep improvement during the first 5 passes.

In a recent paper, Takefuji et al. [1990] report similar results with their
non-learning neural net method for solving near-MIS of circle graphs. Their
method found good structures (in 2 cases, structures more stable than those
predicted by serial methods) for three RNA sequences of lengths 38; 59; and
359 bases.

6. Conclusions and Future Work

6.1 Conclusions

This report presents a new class of methods for predicting RNA secondary
structures from sequences. The methods use artificial neural networks based
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on the Boltzmann Machine model and the Mean Field Theory deterministic
approximations to the Boltzmann Machine.

The methodology described in this paper is: 

• Formulate the 2˚RNAproblem as problem of optimization and search. 

• Map the search problem onto a Hopfield network (typically a method of
highly parallel local search). This mapping can be understood in terms of
some simple combinatorics and graph theory. 

• Avoid the problem of Hopfield local minima by using the MFT network
training and relaxation algorithms, which implement a deterministic and
“analog” (continuous) version of the stochastic Boltzmann Machine. 

• Use the MFT learning algorithm and a highly-structured connection
weight-sharing scheme to adjust a small set of parameters in the network’s
representation of the sequence-to-structure mapping, in order to improve
performance over time. 

After an introduction to the problem and a review and analysis of search
techniques and neural network algorithms, the results of some preliminary
experiments were reported. 

Experiments were performed on a set of 35 tRNA sequences and frag-
ments thereof, using neural network simulators implemented on serial com-
puters. Conclusions drawn from the experiments include: 

• At least on small RNA sequences, a properly-configured MFT neural net-
work can learn a few global parameters from which connection weights
can be derived that enable the accurate prediction of secondary structures.
Related work on neural network methods without learning [Takefuji et al.,
1990] demonstrates that these methods may also work on moderate-sized
RNAs.

• The learning can be very efficient. 35 learning examples, each passed
through the network once, sufficed in the experiments. On each learning
pass, fewer than 400 iterations through the network always sufficed. This
fast and powerful learning is made possible by a method that constructs a
very small learning space (4 or 5 variables) for an RNA secondary struc-
ture network. This method also enables a degree of scale-invariant learn-
ing. 

• With the learned weights, the networks were able to converge quickly to
exactly accurate solutions on the test sequences. 200 or fewer iterations
were required.

• A degree of generalization is possible. The test sequences were not part of
any of the learning sample sets, and in fact differed significantly from
many of the learning samples.
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6.2 Future Work

6.2.1 Interpreting the Network Dynamics; Representing Molecular
Dynamics. The dynamics of MFT networks configured for the 2˚RNAprob-
lem are interesting enough to warrant further study. In particular, one would
like to discover whether the dynamics of a relaxation search implement a
particular, realistic folding pathwayfor an RNA molecule. The networks
seemto mirror Martinez’s kinetically-driven sequential cooperativity search:
large stems form first and constrain the set of possible small stems; and at
each stage the most thermodynamically favored stems appear. It would be in-
teresting to investigate whether such behavior is inherent in the MFT ap-
proach, or whether it is an artifact of particular sequences or particular pa-
rameter settings. 

In general, the currently prevailing models for molecular structure predic-
tion with neural networks share an essentially staticapproach to the problem.
In other words, a mapping is sought between sequence and final secondary or
tertiary structure, making no use of intermediate stages of folding. Future re-
search should explore ways to integrate kinetic effects and dynamical pro-
cesses.

6.2.2 Interpreting Continuous Activation Levels., Throughout this pro-
ject, we chose to round the activation states of the units to 0 or 1 when read-
ing them as output. The MFT relaxation algorithm also tends to drive the ac-
tivation values very close to their extrema. Thus all discussion was in terms
of elements being paired or unpaired. However, it has been pointed out that
in many cases network activation levels, read as real numbers, can be inter-
preted in terms of probabilities. Perhaps the network models could be used,
like several other RNA structure prediction programs, to predict ensembles
of near-optimal structures.

6.2.3 Bringing More Knowledge to Bear on the Problem. The simple
representations of ribnucleotides (or amino acids) used typically in computer
programs are very limited. A ribonucleotide is in reality more than a symbol;
it is a molecule, with physical structure and several important physical and
chemical properties that can be measured. Good simulation/prediction pro-
grams should probably represent these structural units as vectors, linear com-
binations of basis vectors representing physical and chemical characteristics,
like molecular weight, steric configuration, charge, magnetic dipole, and hy-
drophobicity [Nakai, et al 1988; Hunter, 1992]. 

Phylogeny is another source of information. How can knowledge of the
structure and sequence of one molecule be used to predict the structure of an-
other molecule whose sequence is homologous or whose function is the
same? Major et al [1991] describe a system for RNA secondary and tertiary
structure prediction that combines geometric, energetic, phylogenetic and
functional information within a symbolic constraint satisfaction framework.
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Their results are impressive and lead one to wonder whether the addition of
statistical induction (machine learning) methods might refine their existing
knowledge base and produce even better results.

6.2.4 Tests on Longer RNA Sequences.Obviously, the methods de-
scribed herein should be tested on larger RNAs, despite the space complexity
problems afflicting the current versions of the basic algorithm (see below).
The adaptive optimization approach seems to perform very well on small
pieces of RNA when we have a reasonably large set of representative train-
ing data. However, a very similar but non-adaptive method [Takefuji, et al,
1990] has also apparently been made to work well on some small RNAs. I do
not believe that neural networks with weights set “by hand”, or graph-pla-
narization algorithms that ignore thermodynamic subtleties, will scale up
well to larger structure prediction problems. Larger scale experiments with
adaptive algorithms will help us to determine whether a sufficient number of
RNA sequences and solved structures are available to allow machine learn-
ing methods to refine and augment the very incomplete communal knowl-
edge --- theoretical and empirical --- on the thermodynamics, kinetics, and
molecular evolutionary history of RNA folding.

6.2.5 Coarse-Grained and Multiresolution Search. The representation
described in Section 4 is useful because it is based on an obvious mapping of
the RNA secondary structure matrix onto a neural net model, and is therefore
easily understood. However, it is not very efficient in its use of hardware
(simulated hardware, in the near term). The representation employs O(N2)
processing units. (In fact, it employs exactly N(N–1)/2 units.) We have begun
to develop ways to approximate such large nets with much smaller ones, by
making assumptions about the covariance of members of clusters of units
and then using single units to represent clusters of units. In the RNA sec-
ondary structure prediction problem, the clusters of interest are those diago-
nal clusters of units (corresponding to diagonals in the 2˚RNAmatrix) repre-
senting potential stemsin the secondary structure.

The key to making such coarse-grained or multiresolution methods work,
indeed the key to making any neural network method successful in molecular
structure prediction, is to find a sensible mapping of the problem onto the net-
work. Neural networks offer challenges in representing the static and dynamic
structures of RNA (or protein), but success brings the benefits of massive par-
allelism and the simple, computable, and differentiable error measures needed
for gradient descent and adaptive improvement in structure prediction. Solving
the representational problems will lead to an entirely new class of fast, parallel,
adaptive methods for predicting and simulating physical systems. 

Notes
1. Much of the notation and many of the definitions in this section are

adopted from [Sankoff et al., 1983]. We found their exposition on secondary
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structure types and constraints to be the clearest by far, and we hope that
their notational conventions become a standard in the field. Their text is
copyright©, 1983, American Telephone and Telegraph Company, and used
by permission.
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